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ABSTRACT

The silent incorporation of artificial intelligence into editorial processes is reshaping the
ecosystem of scientific publishing. In this editorial, we argue that this incorporation operates
within a condition of functional alegality, where editorial actors deploy Al without explicit
regulation, traceability, or accountability. This process widens existing asymmetries between large
publishing consortia and diamond open access journals. We examine how algorithmic biases
reproduce epistemic inequalities and how Al intensifies, rather than resolves, the structural crisis
of peer review. In response, we defend a governance framework grounded in compliance through
design, traceability, and collective deliberation. Al can either rebalance scientific publishing or
deepen concentration. The outcome depends on who governs its use.
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Artificial intelligence in scientific publishing: functional alegality and epistemic inequality

The emergence of generative Al in editorial processes has reconfigured the ecosystem
of scientific publishing. Although journals, platforms, and manuscript management systems
rarely acknowledge it explicitly, language model-assisted review has already become
routine in many editorial settings. The promise of reducing reviewer overload, accelerating
decision-making,and standardizing reports has helped legitimize itsadoption. Itsimmediate
antecedents lie in the machine learning systems that, over the last decade, have supported
the evaluation of submissions and posters at large-scale international conferences such
as the International Conference on Machine Learning (ICML), the Conference on Neural
Information Processing Systems (NeurlPS), and the International Conference on Learning
Representations (ICLR), where submission volumes made exclusively human review
unviable (Kuznetsov et al., 2024).

Al does not merely accelerate scientific review; it redefines decision-making processes
and shifts the criteria for what counts as valid knowledge (Naddaf, 2025). The central issue
is not the speed of evaluation but its meaning and, with it, the implicit social contract
underpinning trust in science. This transformation raises a critical question: does the silent
normalization of Al in editorial decisions (and, by extension, in public calls for proposals and
administrative procedures) compromise the social consensus on which scientific credibility
rests? It also raises a second question: do current peer review systems, which scholars
have questioned for decades (Tennant et al., 2017), possess enough legitimacy to withstand
this transformation, or can they adapt to the new dynamics of knowledge production and
evaluation generated by generative Al (Thelwall, 2025)?

These questions are not merely theoretical. Their consequences appear in the growing
gaps that the silent incorporation of Al creates between different publication models.
Large international consortia, including Springer Nature, Elsevier, and Wiley, operate
through closed, fee-based systems that impose high costs on both authors and readers. By
contrast, independent or institutional academic journals generally operate through open
access models that charge no fees to authors or readers, the so-called diamond open
access journals. The incorporation of Al into editorial processes intensifies this preexisting
structural asymmetry, particularly when publishers deploy these tools opaquely, without
explicit regulation, accountability, or the informed consent of the parties involved.

Publishing consortia have quickly recognized that Al is not merely a technical resource
but a strategic infrastructure for reinforcing their control over knowledge flows. Automated
systems have long handled initial screening tasks, including so-called desk rejections, formal
compliance checks, and plagiarism detection. With the arrival of general-purpose generative
models, this automation now extends to decisions that, until recently, required expert human
judgment. Tools such as MetaWriter and ReviewFlow can draft peer review reports, generate
editorial summaries from disparate evaluations, and synthesize observations with a versatility
that, according to some studies, approaches human editorial work (Kankanhalli, 2024).

Although publishers proclaim their commitment to ethics and transparency, few explain
how they use Al in their internal processes. The COPE report acknowledges that most editors
rely on Al for screening, fraud detection, or reviewer suggestions without explicitly informing
authors or the public (Zhou & Souliére, 2025). This gray zone constitutes what we define as
functional alegality: a space of practice that does not violate explicit norms because those
norms do not yet exist, yet still operates outside mechanisms of scrutiny, traceability, and
accountability. This is a self-serving form of anomie, not only accepted or maintained, but
often directly sought after or even fostered. The normative discourse appeals to transparency
and intellectual honesty, while the system relies on proprietary architectures that reproduce
the very inequalities those appeals claim to correct.
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The rhetoric of human oversight at all stages of the process, commonly invoked through
the formula of human-in-the-loop, rarely comes with concrete procedural mechanisms
that allow authors to demand accountability in the event of a dispute. Empirical evidence
confirms that transparency improves the quality of scientific evaluation itself. According to
the recent study by Alvarez-Garcia et al. (2026), openly published peer review reports contain
substantially more informational content than confidential reports and focus more strongly
on constructive suggestions. Organizations such as the Association for Computing Machinery
(ACM, 2023) and the CSIC (2026) agree that algorithmic systems cannot guarantee reliability
without clear mechanisms for challenge and redress (Makarem et al., 2023; Baeza-Yates, 2024).
However, authors rarely exercise that right beyond an immediate rebuttal of a rejection—a
practical resignation that normalizes opacity and erodes the system’s legitimacy from within.

Specialized literature has documented the class, ethnicity, language, and institutional
biasesthat structure algorithmic systems. Inthe editorial domain, these biases not only persist
but also intensify. Farber (2024, p. 6) shows that journals with the resources to implement
Al in review significantly reduce their decision times while increasing the acceptance rate
of articles from high-prestige institutions. Algorithmic bias and structural biases reinforce
each other. Models learn from dominant corpora, reproduce their hierarchies, and penalize
approaches that deviate from those patterns (Miihlhoff, 2025). Work from peripheral regions
or critical traditions therefore faces a double invisibility: the invisibility produced by metrics
and the invisibility produced by algorithms. As Thelwall (2019) notes, the automation of
scientific evaluation tends to reinforce asymmetries of academic capital and erode epistemic
diversity under the guise of technical neutrality.

Artificial intelligence, even in its generative form, is not an autonomous entity but the
sedimentation of human decisions encoded in systems whose traceability often remains
opaque or directly inaccessible. Models learn from the corpora we provide, reproduce our
biases, and amplify our hierarchies. As Ebadi et al. (2025) show, even reviewer recommendation
systems tend to favor authors from Anglophone institutions and penalize linguistic diversity.
Certain high-frequency patterns in pre-training data can also distort model learning, introducing
biases that developers cannot always detect or correct (Zevallos, Farris, & Bel, 2023). Training
bias thus becomes legitimation bias. For this reason, editorial data (from reviewer databases
to article repositories) must be open, plural, and representative. Data openness is not only a
technical imperative but also a democratic principle, including in post-publication evaluation,
where articles can remain subject to ongoing review and collective assessment.

The expansion of Al has also occurred amid a structural crisis in peer review, marked by
reviewer fatigue, precarious editorial labor, and the massive increase in submissions. Hosseini
and Horbach (2023) note that the annual volume of manuscripts has doubled over the last
decade, while the availability of qualified reviewers has grown by less than 20 percent. In
Spanish sociology, the Revista Espafiola de Sociologia (Spanish Journal of Sociology) tripled
the number of manuscripts received between 2017 and 2023 (Cardenas, 2023), a trend that
reflects broader pressures in the social science publishing ecosystem. This mismatch has
consequences beyond editorial logistics: it erodes the model of scientific community on
which peer review once rested. In the early years of this century, before the expansion of
the publishing market and the proliferation of journals driven more by investment logics
than by knowledge production, scholarly communities themselves supplied reviewers with
the necessary expertise and a genuine interest in the state of the art in their fields. Over the
last fifteen years, that dynamic has changed radically. Journals now contact reviewers with
whom they have no prior relationship, publish on increasingly compressed timelines, and
incentivize a competitive culture that pressures young researchers to publish before they
have consolidated their training.
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Faced with this mismatch, Al presents itself as a pragmatic solution, a technological
patch for a systemic problem. Yet what editorial systems gain in efficiency, they often lose in
deliberation and epistemic plurality. The homogenization of evaluation tends to displace the
diversity of disciplinary criteria and, in doing so, impoverishes the conditions under which
knowledge is produced. This is not a speculative hypothesis: scholars have already linked
the decline in the scientific quality of publications to the uncritical use of Al (Naddaf, 2025).

In this scenario, large publishing consortia experiment with Al under the rhetoric
of innovation and sustainability, but they rely on closed models and privatized data.
Independent and public journals, often operating as diamond open access journals, face a
different dilemma. They must decide whether to use Al while lacking the material resources
to do so on their own terms. Without the capacity to develop specific models and under
pressure from indexing criteria, they oscillate between abstention and principled rejection.
Yet the gap is not only economic or infrastructural; it is also disciplinary. The experimental
sciences, accustomed to procedural standardization and intensive computational tools, have
adapted relatively quickly to the new centrality of Al. The social sciences and humanities,
which depend more heavily on interpretive judgment and contextual analysis, tend to
respond with greater caution or outright rejection. The technological gap thus becomes an
epistemic gap. Empirical evidence shows that social science journals maintain the highest
standards in the deliberative function of peer review, surpassing both the experimental
sciences and the health sciences (Garcia-Costa et al., 2022). Their epistemic specificity is not
a limitation but their principal asset in this debate. Journals in these disciplines therefore
face a double challenge: they must avoid technological marginalization while refusing to
cede their epistemic sovereignty to models and logics alien to their methodological and
interpretive specificity.

The problem is not whether journals should adopt or reject Al, but under what
conditions they should do so. Rejecting Al on principle means renouncing participation
in debates about its design, ethics, and social function. An ethics of non-use can prove as
irresponsible as uncritical use, because both extremes perpetuate inequality. Independent
journals must therefore do more thanignore Al; they must build governance frameworks that
subject it to collective deliberation and public oversight. Large consortia and technology
corporations will not provide this response. It must come from scientific communities
capable of developing alternatives.

Peer review emerged as a human system of trust, not as an algorithmic mechanism of
validation. Its current crisis reflects not only manuscript saturation but also the erosion
of that trust. Al can worsen this crisis if editorial systems use it as a substitute for human
responsibility. However, Al can also help restore trust if journals integrate it according to
ethical and transparent criteria. The dilemma is not technical but governmental: who
defines the rules, who audits the algorithms, and who benefits from their use. Drawing on
the distinction between regulation, which treats agents (human or not) as autonomous
actors capable of complying with or transgressing norms, and regimentation, which reduces
autonomy by programming compliance into system design, Casanovas (2025) proposes a
hybrid strategy that combines social architecture with technical architecture. The objective is
not to impose external norms but to integrate ethics into system design, so that transparency,
traceability, and human oversight become constitutive properties of these tools rather than
add-ons appended later (Casanovas et al., 2025; Noriega et al., 2023).

This perspective connects with the value alignment problem: how to ensure that Al
systems act in accordance with the values that the communities using them seek to preserve.
Russell (2023) provides the most influential formulation of this problem. He argues that Al
systems should not optimize fixed objectives but should instead operate with epistemic
humility regarding human preferences and retain the capacity to defer to human judgment—
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an idea that underlies the governance frameworks proposed here (Osman & Steels, 2024;
Casanovas & Noriega, 2026).

This governance horizon corresponds to regulatory frameworks such as the European
Al Act (European Parliament and Council of the European Union, 2024) and finds a concrete,
though still developing, expression in the multilevel compliance model proposed in Gordo
et al. (2025). Its central principle holds that transparency, traceability, and human oversight
must constitute intrinsic properties of Al tools, not supplementary features added later. More
precisely, the authors propose the concept of compliance through design: this approach
does not program compliance with fixed rules but instead designs systems flexible enough
to incorporate different interpretations of the values that underpin them (Casanovas et
al., 2025). This model includes six levels: shared academic criteria, modeling and training,
scientific integrity, ethical safeguards, institutional governance, and sustainable deployment.
These levels do not form a hierarchy; they operate as a system of feedback loops. Each level
incorporates mechanisms of traceability and human oversight that encompass not only data
but also editorial decisions and algorithmic interventions. In this model, editors document
every automated suggestion, identify and correct every error, and submit every decision to
collective discussion. Applied to peer review, this approach means that editorial sustainability
cannot be reduced to faster timelines or more efficient management processes. Instead,
journals must understand sustainability as a form of epistemic justice. The model proposes
assisted deliberation, not substitution.

A model of this kind could transform the ecosystem of diamond open access journals.
It would reduce dependence on closed commercial platforms and support the construction
of open and interoperable infrastructures. Commercial publishers tend to convert each
technological advance into a paid service. Against this tendency, alliances among universities,
open-source software platforms, and editorial communities could articulate an alternative
model of shared editorial intelligence in which Al functions as shared infrastructure rather
than as a proprietary product, while collective deliberation prevails over private optimization.
From this perspective, Al ceases to appear only as a threat and becomes an instrument for
rebalancing asymmetrical capacities across publishing models. Achieving that balance,
however, requires political will, institutional coordination, and a culture of cooperation that
remains underdeveloped in much of academia.

Building this horizon requires open, auditable, and collectively governed infrastructures
that guarantee scientific communities control over the processes of knowledge evaluation
and knowledge validation. Unlike commercial platforms that concentrate power, the
multilevel compliance approach promotes distributed practices and technologies in which
Al supports deliberation rather than replaces it. The aim is not to humanize Al, as though
it were an external entity that needed values added to it, but to socialize its design by
orienting it toward the principles of cooperation, transparency, and accountability that
underpin open science.

Scientific communities can no longer delegate the question of governance. They must
recover decision-making capacity over the tools they use, which requires technical training,
institutional frameworks for cooperation, and political will. European guidelines recommend
that researchers retain ultimate responsibility for Al-assisted generated content, but
individual responsibility remains insufficient without collective structures of oversight and
participation. An ethics of human agency must therefore extend toward an ethics of the
community. It is not enough for each researcher to remain accountable for individual uses of
Al if the system as a whole does not undergo collective deliberation. At this point, diamond
open access journals play a fundamental role. Because of their public character and economic
independence, they can become laboratories of distributed governance: spaces where
scientific communities build and consolidate alternative forms of open editorial intelligence.



Artificial intelligence in scientific publishing: functional alegality and epistemic inequality

The democratization of Al in scientific publishing will not come from declarations of
principle. It will emerge from the daily construction of transparent and verifiable structures.
Oversight must be real, errors must be correctable, and decisions must be contestable. In
this new context, scientific integrity does not require prohibiting Al use. It requires ensuring
that Al intervention remains visible, contextualized, and subject to collective deliberation.
Scientific knowledge has always depended on technical mediations. What distinguishes Al is
its capacity to classify, evaluate, and ultimately decide. Sociological critique must therefore
shift from the tool to the system, and from the algorithm to the power regime that sustains it.

The Al gap in scientific publishing is not simply a technological imbalance. It is a matter
of values and collective choice about the model of science we want to sustain. Closing that
gap does not require renouncing technology; it requires restoring technology to collective
control. Journals, editors, reviewers, authors, and readers all participate in the same process
of legitimation, which can only rest on trust and transparency.

Redefining this process of legitimation requires returning to a fundamental question.
As Irfanullah (2023) reminds us, peer review emerged as a human system of trust, not as
an algorithmic mechanism of validation. Trust cannot be programmed; communities must
build it through transparency and reciprocity. Faced with the consolidation of Al in editorial
processes, the question is no longer whether scientific publishing should accept Al, but
how it can govern Al without losing the public and deliberative dimensions of knowledge.
The answer requires recognizing that automation does not replace responsibility and that
efficiency cannot serve as the sole criterion of value. If scientific communities subject
artificial intelligence to these principles, Al can become an ally in recovering the public
meaning of science. If they abandon it to the market, it will become another instrument of
concentration and exclusion.
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